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1 Introduction

RiverFlow2D, is suite of two-dimensional finite-volume models for rivers, floodplains and estuaries that include flow
hydrodynamics, and add-on modules for erosion and deposition simulations, mud and debris flows, and pollutant
dispersion. RiverFlow2D can route floods in rivers and simulate inundation over complex terrain at high resolution
and with remarkable stability, accuracy and speed. The use of adaptive triangular-cell meshes enables the flow field
to be resolved around key features in complex river environments. The GPU version allows performing hydrodynamic
computations up to than 680 times faster than non-parallelized models. RiverFlow2D hydraulic simulation core has
been developed in collaboration with the Computational Hydraulics Group of the University of Zaragoza in
Spain.

This document presents several tests to demonstrate the performance of the RiverFlow2D GPU model on a
variety of real project applications using several meshes with different resolutions and utilizing various NVIDIA
GPU hardware cards (see Table 1).

Table 1 Technical specification summary of NVIDIA GPU hardware.

Tesla GTX Tesla Tesla RTX RTX RTX Tesla

K80 1080 Ti P100 V100 2080 Ti 3090 4090 A100

ggrl)e‘: 2x2,496 3,584 3,584 5,120 4,352 10,496 16384 6912
Memory  24Gb 11 Gb 16 Gb 16 Gb 11 Gb 24 GB 24GB  40-80GB

Note: The sequential version of the code was run on a computer with an Intel Core i7-3820 @ 3.60 GHz CPU.

In the tests described in this document we report runtimes for each application and calculate model speed
ups with respect to the non-parallelized CPU model (using one core), which is the standard procedure to
compute speedups. For instance, if the speedup is reported to be 100, it means that the model performs
100 times faster than the non-parallelized version.
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Figure 1 RiverFlow2D Plus triangular-cell mesh.
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2 Test Cases

We present different tests to illustrate the performance of the RiverFlow2D GPU model in five real
applications using various GPU cards.

2.1 Test1

The first test case involves the model application to a short reach of the Green River (USA) using three mesh
resolutions: 19,079 cells (Mesh 3), 154,880 cells (Mesh 3), and 1,878,607 (Mesh 3).

1-.:—-@-@

4069.17 Topography (ft) 4103.33 0.00 Water Depth (ft) 20.11

Simulation Status

L3 Msgs (20)

L2 Msgs (3}

B L1 Msgs (13)
Run control data file read
Hodes read 941309
Cells read 1878607
Mesh loaded
Found 149 inlet boundary walls with label 1
Found &34 outlet boundary walls with label
Inlet boundary conditions ready
Inlet boundary conditions ready
Boundaries ready
RiverflowzD Plus setup loadsd
Dry initial conditions set
Rainfevaporation/infiltration ready
Simulation setup ready

Info Simulation
W Info Activated (D H:M:5) ot (s} Yolume Error (%) Q Inflow {ft3/s) Q Outflow (ft3/5)
Kernel compilation: Apr 9 2015 0000 02:00:00 0.010801 1.8523358-014 44000.000000 43997 666216

Selected GPU 0: Tesla K40m
Simulation completed
Elapsed time (D:HH:MM:S5): 0-01:49:04

olume Error

Figure 2 Main window at the end of the simulation for test 1 mesh 3.
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2.1.1 Test 1 Results: GPU vs. Single CPU Core

Table 2: Test 1 run times for RiverFlow2D in different GPU hardware.

Intel CPU corresponds to the non-parallelized

model.
M
Mesh No. Cells Intel CPU TeslaK80 GTX1080Ti TeslaP100 TeslaV100 RTX2080Ti RTX 3090 RTX 4090 TeslaA100 s a:
peedup
Mesh1 19,079 00:00:08:14 00:00:00:18 00:00:00:38 00:00:00:13 00:00:00:11 00:00:00:46 00:00:00:31 00:00:00:21 00:00:00:12 45x
Mesh2 154,880 00:03:23:47 00:00:02:38 00:00:02:44 00:00:01:24 00:00:00:51 00:00:03:07 00:00:01:56 00:00:01:03 00:00:00:49 250x
Mesh3 1,878,607 08:23:17:47 00:01:28:04 00:01:08:28 00:00:33:40 00:00:18:49 00:01:00:39 00:00:41:06 00:00:24:47 00:00:13:15 975x
1200.00
1000.00 974.93
800.00
686.51
600.00
521.23
400.00 383.70
314.30
239.7 249.5
212.99
188.67 194.0
200.00
146.68 145.5
105.4
77.3 74.5 65.3
38.0 44.9 41.1
27.4' 150 0. 7 5o 235
Tesla K80 GTX 1080 Ti Tesla P100 Tesla V100 RTX 2080 Ti RTX 3090 RTX 4090 Tesla A100

B Mesh1l W Mesh2 H Mesh3

Figure 3 Test 1: Speed up of the GPU solution compared against the non-parallelized CPU version.
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2.1.2 Test 1 Results: GPU vs. 16 CPU Cores

RiverFlow2D GPU Tests

Table 3: Test 1 run times for RiverFlow2D in different GPU hardware. This chart compares with parallelized CPU model.

16 Core Intel . . CPUx16
Mesh No. Cells TeslaK80 GTX1080Ti TeslaP100 TeslaV100 RTX2080Ti RTX3090 RTX 4090 TeslaA100
CPU Speedup
Mesh1 19,079 00:00:00:40 00:00:00:18 00:00:00:38 00:00:00:13 00:00:00:11 00:00:00:46 00:00:00:31 00:00:00:21 00:00:00:12 4x
Mesh2 154,880 00:00:29:09 00:00:02:38 00:00:02:44 00:00:01:24 00:00:00:51 00:00:03:07 00:00:01:56 00:00:01:03 00:00:00:49 37x
Mesh3 1,878,607 01:03:16:04 00:01:28:04 00:01:08:28 00:00:33:40 00:00:18:49 00:01:00:39 00:00:41:06 00:00:24:47 00:00:13:15 123x
140.00
123.48
120.00
100.00
86.95
80.00
66.01
60.00
48.60
39.81
40.00 35.6'
26.98 27.7
23.90
18.58
20.00 15.0
10.6 9.35
3.64 3.33
2. zzl LOSI 3.08 0.87 1.29 1.90
Tesla K80 GTX 1080 Ti Tesla P100 Tesla V100 RTX 2080 Ti RTX 3090 RTX 4090 Tesla A100

B Mesh1 B Mesh2 B Mesh3

Figure 4 Test 2: Speed up of the GPU solution compared against the parallelized CPU version.
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2.2 Test2

The second test is about an application of a hydraulic structure in New Orleans at high resolution. We present
results for three meshes: 21,001 Cells in Mesh 1, 539,177 cells in Mesh 2 and 1,640,606 Cells in Mesh 3. The

project was provided by Stantec.

& RiverFlow2D Plus GPU (Build: Apr 8 2015

Simulation Status

L3 Msgs (19)

Lz Msgs (3)

B L1 Msgs (13}
Run control data file read
Modes read 823335
Cells read 1640606
Mesh loaded
Found 93 inlet boundary walls with |sbel 1
Found 1191 outlet boundary walls with labs
Inlst boundary conditions ready
Inlet boundary conditions ready
Boundaries ready
RiverFlowzD Flus setup loaded
Initial conditions assigned from .FED file
Rain/evaporation/infiltrstion ready
Simulation setup ready

-39.00

Topography (ft)

15.53

Water Depth (ft)
———

Info

Simulation

MW Info Activated
Kernel compilation: Apr 9 2015
Selected GPU 0: Tesla K40m
Simulation completed
Elapsed time (D:HH:MM:55): 0-04:05:09

(D H:M:S)
0000 05:00:00

&t (5.0
0.005203

volume Error (%)
1.6982668-014

0.009033

Q Inflow (ft3/s) Q Outflow (ft>/s)

1297.220030

m

Figure 5 Main window at the end of the simulation for test 2 mesh 3.
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2.2.1 Test 2 Results: GPU vs. Single CPU Core

Table 3: Test 2 run times for RiverFlow2D in different GPU hardware. Intel CPU corresponds to the non-parallelized

model.
Max
Mesh No. Cells Intel CPU  TeslaK80 GTX1080Ti TeslaP100 TeslaV100 RTX2080Ti RTX3090 RTX4090 TeslaA100 ;
Speedup
Mesh 1 21,001 00:00:37:07  00:00:01:24 00:00:02:42 00:00:00:53 00:00:00:44 00:00:03:15 00:00:01:49 00:00:01:00 00:00:00:49 51x
Mesh 2 539,177 02:22:39:24  00:00:38:12 00:00:35:30 00:00:16:36 00:00:09:49 00:00:32:08 00:00:23:52 00:00:12:18 00:00:08:19 510x
Mesh 3 1,640,606  16:05:34:31 00:03:18:32 00:02:37:37 00:01:15:36 00:00:40:55 00:02:17:59 00:01:44:38 00:00:56:49 00:00:32:09 727x
800.00
727.05
700.00
600.00
500.00
400.00
300.00
200.00
148.30
100.00
0.00 -+
Tesla K80 GTX 1080 Ti Tesla P100 Tesla V100 RTX 2080 Ti RTX 3090 RTX 4090 Tesla A100
B Meshl m Mesh2 = Mesh3

Figure 6: Test 2 speed up of the GPU solution compared against the non-parallelized CPU version.
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2.2.2 Test 2 Results: GPU vs. 16 CPU Cores

Table 3: Test 2 run times for RiverFlow2D in different GPU hardware. This chart compares with parallelized CPU model.

16 Core Intel . . CPUx16
Mesh No. Cells TeslaK80 GTX1080Ti TeslaP100 TeslaV1i00 RTX2080Ti RTX3090 RTX4090 TeslaA100
CPU Speedup
Mesh 1 21,001 00:00:03:28 00:00:01:24 00:00:02:42 00:00:00:53 00:00:00:44 00:00:03:15 00:00:01:49 00:00:01:00 00:00:00:49 5x
Mesh 2 539,177 00:12:23:49  00:00:38:12  00:00:35:30 00:00:16:36 00:00:09:49 00:00:32:08 00:00:23:52 00:00:12:18 00:00:08:19 89x
Mesh 3 1,640,606 02:06:08:49  00:03:18:32 00:02:37:37 00:01:15:36 00:00:40:55 00:02:17:59 00:01:44:38 00:00:56:49 00:00:32:09 101x
120.00
100.00

80.00

60.00

40.00

20.00

Tesla K80 GTX 1080 Ti Tesla P100 Tesla V100 RTX 2080 Ti RTX 3090 RTX 4090 Tesla A100

® Meshl mMesh2 m Mesh3

Figure 7: Test 2 speed up of the GPU solution compared against the parallelized CPU version.
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2.3 Test3

This test case represents an event for the simulation of a river in California (USA) including 357,611 cells. The
event covers a period of 6 days and 23 hours.

Slmulatlan Status

noel 1

Fewnd 13 inlet doundary walis with
Fourd 71 ol boandary v

Simdiatian $2up K

mith ikl 2|

2323 Tupuyraply (1L}

EBIA5

Waler Depth (L) 40,99

Intn

| | Siwslation

t(DHMS)

Wolume Soe

EELE

imulation Status

23.23

L3 Msgs (24)

Lz Msgs (3)

|| B L1 Msas (17}

( Run control data file read

Hodes read 178379

Cells read 357611

Mesh loaded

Found 13 inlet boundary walls with label 1

Found 12 inlet boundary walls with label 2
Found 15 inlet boundary walls with label 3
Inlet boundary conditions ready

Inlet boundary conditions ready

Inlst boundary conditions ready

Inlet baundary conditions ready
Boundaries ready

RiverFlow2D Plus setup loaded

Dry initial canditions set
Rain/evaparation/infiltration ready
Simulation setup ready

Found 71 outlet baundary walls with label -

Topography (ft)

283.95

Water Depth (ft)
e ——

MW sSelected GPU Z: Tesla Kgo
M simulation complated

Info Simulation
B Info Activated £(D HiMig) Bt s) Volume Error (%) Q Inflow (ft2/s) Q Outflow (ft2/s)
B Kernel compilation: Apr 13 2015 0006 23:00:00 0.173457 3.519836e-014 168717.231892 172421.948299

T

= Tetal Inflow Tetal Outflow === Velume Error
M Elzpsed time (D:HH:MM:SS): 0-01:51:50
=] =
= &
T g
: /\ E
5 B
5 I =
2 e 3
01-00:0000 03 - 00:00:00 05-00:00.00 -00:00:00
02 - 00:00:00 04 - 00:00:0 06 - 00:00:00

Figure 8: Main window at the end of the simulation for test 3 using Tesla K40 (top) and using Tesla K80 (bottom).
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2.3.1 Test 3 Results: GPU vs Single CPU Core

Table 4: Test 3 run times for RiverFlow2D in different GPU hardware. Intel CPU corresponds to the non-parallelized

model.
M
No. Cells Intel CPU TeslaK80 GTX1080Ti TeslaP100 TeslaV100 RTX2080Ti RTX 3090 RTX 4090 TeslaA100 a:;
Speedup
357,611 06:00:30:01 00:01:51:47 00:01:47:10 00:00:49:49 00:00:34:38 00:01:59:56 00:01:06:10 00:00:33:24 00:00:28:19 250x
350.00
306.18
300.00
259.58
250.34
250.00
200.00
174.04
150.00
131.03
100.00
80.90
77.56 72.29
) 1 I I
OOO T T T T T T T
Tesla K80 GTX 1080 Ti Tesla P100 Tesla V100 RTX 2080 Ti RTX 3090 RTX 4090 Tesla A100

Figure 9: Test 3 speed up of the GPU solution compared against the non-parallelized CPU version.
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2.3.2 Test 3 Results: GPU vs 16 Core CPU

Table 5: Test 3 run times for RiverFlow2D in different GPU hardware. This chart compares with parallelized CPU model.

CPUx16
No.Cells 16 C‘(’:;eul“tel TeslaK80 GTX1080Ti TeslaP100 TeslaV100 RTX2080Ti RTX3090 RTX4090 Tesla A100 *
Speedup
357,611 01:06:41:21  00:01:51:47 00:01:47:10 00:00:49:49 00:00:34:38 00:01:59:56 00:01:06:10 00:00:33:24 00:00:28:19 63x
70.00
65.03
60.00
55.13
53.17
50.00
40.00
36.96
30.00 27.83
20.00 16.47 17.18
15.35
) I I I
0.00 T T T T T T T
Tesla K80 GTX 1080 Ti Tesla P100 Tesla V100 RTX 2080 Ti RTX 3090 RTX 4090 Tesla A100

Figure 10 Test 3 speed up of the GPU solution compared against the parallelized CPU version.
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24 Test4

This test reports on results of an ongoing collaboration with the National Oceanic and Atmospheric
Administration (NOAA) of the USA. It shows a simulation of 420-mile reach of the Red River of the North located
in Minnesota (USA). The event involves the routing of 3-month hydrographs.

751,54 | mpugraphm (L) 118505 0,00 Wrater Beplh () 2,79

Ory irvhal conii
Eania-apnrabandrd bestine s ady

s 1 poik kesbad in el 380G
Soarez Z paik ko
Snores T paink b

nal 42

Simulatinng

Elapsed e (00 HHIMHIZE), L-02 2L

KL L N

Simulation Status 751.94 Topography (ft) 1185.85 | 0.00 Water Depth (ft) 32.79

L3 Msgs (17}
L2 Msgs (1)
B L1 Msgs (60)

Run control dats fils read ‘| "‘
Modes read 2315617

Cells read 4618546

Mesh loaded »

Boundaries ready
Sources/sinks file read |
RiverFlowzD Plus setup loaded T

Dry initial conditions set ]
Rain/evaporation/infiltration ready
Source 1 point located in call 3473464
| &
' b

Source 2 point located in cell 121744
Source 3 point located in cell 4266859
Source 4 point located in cell 3845069
Source 5 point located in cell 1690348
Source & point located in cell 3322246
Source 7 point located in cell 547660
Source 8 point located in cell 879175
Source 9 point located in cell 1851516
Source 10 point located in cell 2209702
Source 11 point located in cell 4136291
Source 12 point located in cell 2355531
Sniree 13 nnint Innated in cell 3999718

Info Simulation
W Info Activated (D H:M:S) atis.) Wolume Error (%) Q Inflow (ft3/s) Q Outflow (ft3/s)
Kernel cormpilation: Apr 13 2015 0050 00;00:00 1.990488 4.271115&-014 0.000000 0.000000

Selected GPU 2: Tesla K&o
Simulation completed
Elapsed time (D:HH:MM:SS): 0-20:50:46

= Total Inflow Total Outflow == Volume Error == Net Sour

J011g BuInEp

Figure 11: Main window at the end of the simulation for test 4 using Tesla K40 (top) and using Tesla K80 (bottom).
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241 Test 4 Results

The computer times of the non-parallelized CPU model is impractical for this test. Therefore, only the
RiverFlow2D GPU model was used.

Table 6 Test 4: Run times for RiverFlow2D in different GPU hardware.

Mesh No. of cells Tesla K80 Tesla P100 Tesla V100 RTX 2080 Ti RTX 3090
Mesh 1 4,616,546 00:20:50:46 00:09:23:12 00:06:22:28 00:12:22:54 00:10:02:24
75046
44574
36144

33792

I ) I )

Tesla K80 Tesla P100 Tesla V100 RTX 2080 Ti RTX 3090 RTX 4090

Figure 12 Test 4: Computational cost (in seconds) for the devices capable of running this mesh.
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2.5 Test5

The fifth test is our latest test, added to see the impact of adding the mud/tailings flow equations into the
simulations. This test case is a lower resolution study of the tailings dam failure that occurred in Brumadinho, Brazil
on January 25, 2019. This simulation contains a 9 kilometer channel for the spill to reach the Paraopeba River in the
southwestern portion of the map. The largest mesh size used was 1,096,772 cells.

% RiverFlow2D MT GPU (Build: Dec 20 2023)

Simulation Status

L3 Msgs (19)
L2 Msgs (3)
B L1 Msgs (23)
Variable-density mode set for mud flov
Nodes read 10300
Cells read 19792
Mesh loaded
Found 6 inlet boundary walls with label
Found 5 outlet boundary walls with lab
Inlet boundary conditions ready
Outlet boundary conditions ready
Boundaries ready

Variable concentration/density model f
Tabulated concentration-depending vis
Tabulated concentration-depending yie
RiverFlow2D setup loaded

Initial conditions assigned from .FED fi
Mud flow parameters ready
Suspended sediments set for variable
Initial variable mud concentration set f
Supernatand pond set for initial tailing:
Initial uniform bed fractions set

727.00

Topography (m)

984.13

Water Depth (m) 50.23

Warnings

Warnings Activated

Kernel compilation: Dec 20 2023

GPU device ID selected by user: 1
GPU: NVIDIA GeForce GTX 1080 Ti
GPU memory transference ready
Simulation completed

Elapsed time (D:HH:MM:SS): 0-00:00:

& RiverFlow2D MT GPU (Build: Dec 20 2023)

Simulation Status

L3 Msgs (19)

L2 Msgs (3)

B L1 Msgs (23)
Variable-density mode set for mud flov
Nodes read 10300
Cells read 19792
Mesh loaded
Found 6 inlet boundary walls with label
Found 5 outlet boundary walls with lab
Inlet boundary conditions ready
Outlet boundary conditions ready
Boundaries ready
Variable concentration/density model f
Tabulated concentration-depending vis
Tabulated concentration-depending yie
RiverFlow2D setup loaded
Initial conditions assigned from .FED fi
Mud flow parameters ready
Suspended sediments set for variable
Initial variable mud concentration set
Supernatand pond set for initial tailing
Initial uniform bed fractions set

£(D H:M:S)

0000 02:00:00

M
e li‘ss Error

0.12905 0.00000e+00

Q Inflow
(m3/s)
4500.600

Mass Inflow
(T/s:

4407.540

Q Outflow Mass Outflow
(m3/s) (T/s)

6402.046 11546315

Discharge (m

00:1000
002000

1E-10
6E-11
2E-11

003000 |
004000
012000 {
013000 {

' 010000 |
020000

-2E11
-6E-11
-1E-10

-]
9
2
=

— Miass Infiow

000000 +——
00:1000
013000 |
014000
015000
020000 {

004000
012000

727.00

Topography (m)

984.13

0.00

o

Water Depth (m) 50.23

Warnings

B Wwarnings Activated
Kernel compilation: Dec 20 2023
GPU device ID selected by user: 1
GPU: NVIDIA GeForce RTX 4090
GPU memory transference ready
Simulation completed
Elapsed time (D:HH:MM:SS): 0-00:00:

t (D H:M:S,

0000 02:00:00

0.12905

at Mass Error
(%

0.000002+00

QInflow
m¥/s)

4500,600

Q Outflow Mass Inflow Mass Outflow
m¥/s (T/s) TIs:

6402046 4407.540 11546.315

n

Discharge

000000

001000

013000 {

ooo
aga
ceo
NR =
co o
ER=R=

01200

w
@
=
=

w—ass inficw  wmm Mass Outficw e Mass E

|%) Jo1i sseyy

o
Q
e
a
=5

002000 4

Time

Figure 13: Main window at the end of the simulation for test 5 using GTX 1080ti (top) and using RTX 4090 (bottom).
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2.5.1 Test § Results: GPU vs. Single CPU Core

Max
Mesh No. Cells Intel CPU GTXTI.OBO RTX 3090 RTX 4090
1 Speedup
Mesh 1 19,792 00:00:12:08  00:00:00:43 00:00:00:27 00:00:00:19 16x
Mesh 2 150,055 00:04:16:31  00:00:08:45 00:00:04:03 00:00:02:05 125x
Mesh 3 1,096,772 04:04:03:32  00:02:38:27 00:01:03:15 00:00:33:12 181x
200.00
180.83
180.00
160.00
140.00
123.13
120.00
100.00 94.92
80.00
63.34
60.00
7. 38.32
40.00 37.89
29.32 26.96
20.00 16.93
0.00 . = S =
GTX 1080 Ti RTX 3090 RTX 4090

B Meshl H Mesh2 mMesh3

Figure 14: Test 5 speed up of the GPU solution compared against the non-parallelized CPU version.
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2.5.3 Test 5 Results: GPU vs. 16 CPU Cores

CPUx16
Mesh No. Cells 116 f(():fu GTXT1.°8° RTX3090  RTX 4090
nte 1 Speedup
Mesh 1 19,792 00:00:03:53  00:00:00:43  00:00:00:27  00:00:00:19 11x
Mesh 2 150,055 00:01:21:56  00:00:08:45 00:00:04:03 00:00:02:05 27x
Mesh 3 1,096,772  01:04:43:56  00:02:38:27 00:01:03:15 00:00:33:12 52x
60.00
51.93
50.00
40.00 39.33
30.00
27.26
20.23
20.00
12.26
10.88
10.00 9-36 :
5.42
0.00 e IS N SRS I N B
GTX 1080 Ti RTX 3090 RTX 4090

B Meshl HEMesh2 m Mesh3

Figure 15: Test 5 speed up of the GPU solution compared against the parallelized CPU version.
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3 Comments

This report presents performance results of the Riverflow2D GPU model in several NVIDIA GPUs including the
latest generation RTX 4090 and Tesla A100 cards. The Tesla A100 has taken the lead from all the tested devices,
but the NVIDIA RTX 4090 card is a great option as it can be purchased at lower cost and boasts 24Gb of memory
for larger meshes, and its acceleration capabilities are a substantial upgrade from the previous performance /
value card, the GTX 1080 Ti and even the RTX 3090.

As demonstrated in the tests presented in this document, the remarkable performance of the RiverFlow2D GPU
has several implications including:

e Computer run times are reduced from days to a few hours, or from hours to minutes, and from minutes
to seconds in some cases.

e The RiverFlow2D GPU allows evaluating river flooding simulations of large river reaches that were
impractical until recently due to excessive runtimes.

e The use of GPU technology developed in the RiverFlow2D code also allows using models with large
resolution meshes involving millions of cells.

e The emergence of Pay-per-Use Cloud Services such as the Google Cloud where the P100, V100, and the
new A100 cards are available at very attractive costs, facilitates the use of the RiverFlow2D GPU model
for a wide range of applications.
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